
 
 

1 

AA-2.2.7 Network Services, Draft 1 
 
Scene Script Visual/stage directions 

1.  Hello and welcome to our discussion about Network 
Services. 
These are the services and protocols that help the 
network operate or increase its functionality. 
These are handled by a Server – a computer that does 
something for another computer, usually via a network. 
Network Services are distinct from Application Services, 
where a computer acts to assist or support another 
computer regarding an application – for example, e-
mail. 

Presenter 

2.  The first of these Network Services we’ll be looking at, is 
Naming Services – and by far the most widespread on 
the Internet is Domain Name Service or DNS [D-N-S]. 
[Could this be checked please? I have also seen it as 
Domain Naming Service, Domain Name System, and 
Domain Naming System.] 
We need to spend some time understanding DNS 
because it is a critical part of any TCP/IP [T-C-P-eye-P] 
network and so it is also critical for any discussion on 
security – we will come on to that later in the course. 
But first we need to have some understanding of 
Naming Services in general and DNS in particular.  

 
Caption: 
Domain Name Service or 
DNS 

3.  Computers like numbers. We, as human beings, far 
prefer names.  
Would you prefer to remember 61.161.12.18 or 
www.dictionary.com? 
A Naming Service is something that translates a name 
into a computer numerical address. 
There are a number of Naming Services – WINS 
[‘wins’], NIS [N-I-S], NIS+ [N-I-S plus] (all need to be 
checked) – but, as I’ve said, the most common and 
important on the Internet is DNS – Domain Name 
Service. 
Directory Services – such as LDAP [‘L-dap’], NDS [N-D-
S] and Active Directory – are all closely related to 
Naming Services, and often store both names and 
numbers in their databases. 

 
Caption: 
61.161.12.18 
www.dictionary.com 

4.  The process of translating a name humans can use, like 
www.netiq.com [‘W-W-W-dot-net-I-Q-dot-com’], into a 
numerical TCP/IP address, is called ‘resolving’ and 
consists of several steps.  
The first thing you need to do is to tell your computer 
where the DNS server is. Most computers are able to 
store the addresses of two or more DNS servers, in 
case one of the DNS servers is down or unreachable. 
Windows computers set this address on the Properties 

Caption: 
www.netiq.com 
Fade through to: 
[IP address for netiq or fake 
one]  
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page of a specific network interface. Most Unix and 
Linux systems use a text file named /etc/resolv.conf 
[note pronunciation: ‘slash-et-cee-slash-resolv (without 
an e at the end)-dot-config’] 
Information can often now be set in this file through a 
graphical interface. 
DNS servers have DNS names too, like ‘dns1.netiq.com’ 
[‘D-N-S-one-dot-net-I-Q-dot-com’] but obviously you 
can’t ask to reach the translation computer by using a 
name which itself needs translating. 

/etc/resolv.conf 
 
 
Caption: 
dns1.netiq.com 

5.  When a computer needs a name translated (called a 
“Client Resolver” or just “Resolver” for short), it asks the 
first DNS server on its list. 
Here you see the actual DNS protocol command that is 
sent: “gethostbyname”. 
That local DNS server – which needn’t be on the same 
subnet or even the same network as the “resolver” – will 
usually only know the answer if some other computer 
has asked recently for the same address to be 
translated, when it will be in its short-term memory, 
called “cache” [‘cash’]. 
In this case it can pass the information straight back, but 
it will warn that this answer is “not authoritative”. 

PowerPoint AA-2.2.7 Page 
6. 
Animation: Start with all 
three computers. But draw 
the arrows and add the 
messages and text boxes 
as things happen. 
 

6.  “Authoritative” means that the answer is absolutely right, 
and will have come from the DNS Server handling that 
domain, assigned as “Start-of-Authority”. 
So an answer from a cached [‘cashed’] DNS translation 
is not authoritative, although it will come with the 
address of the original authoritative DNS server it came 
from.  
A Client Resolver can use the cached answer if it’s in a 
hurry, or ask for an authoritative answer if accuracy is 
needed. 

Presenter 

7.  If, as is likely, the local DNS server doesn’t know the 
name, it also won’t know where to immediately find the 
information. 
So it has to ask a root server – for example, if it is a ‘dot-
com’ name, the root server responsible for all ‘dot 
coms’. So it asks: “What DNS Server knows stuff about 
the netiq.com [‘net-I-Q-dot-com’] network?”.  
In other words, “Who is the authoritative DNS Server for 
netiq.com?” 
The dot-com root server replies: “Go and ask the 
computer called dns1.netiq.com [‘D-N-S-one-dot-net-I-
Q-dot-com’]”, and it sends the numerical IP address for 
that server. 

Back to animation from 
Scene 5. 

8.  Now that the local DNS server knows the address of the 
server that is “authoritative” for all of netiq.com [‘net-I-Q-
dot-com’], the local DNS server can ask it directly for the 
address of the computer that is hosting the website on 

PowerPoint AA-2.2.7 Page 
7. 
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www.netiq.com [W-W-W-net-I-Q-dot-com’].  
Now the local DNS Server has the address, it can reply 
to the Client Resolver, but this time because of the 
source of the information, it can inform the resolver that 
it has an authoritative answer. 

and show message flow 

9.  We mentioned there, contacting the root server for the 
dot-com names. 
The DNS System is controlled by an international 
organization called “The Internet Corporation for 
Assigned Names and Numbers” or ICANN [‘eye-can’ 
check]. You can visit their web site at www.icann.org 
[W-W-W-eye-can-dot-org’].  
There are 13 root servers that manage the Top Level 
Domains, or TLDs [‘T_L_Ds’] on the Internet. There is a 
single root server above them all. 
Each major root server has tens of thousands of 
domains underneath it. 

 
PowerPoint AA-2.2.7 Page 
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10.  Originally this was a US-only system and there were 
only a few domain names.  
The well known names like dot-com for businesses, dot-
E-D-U for schools and universities, dot-mill for military 
bases, dot-gov for government related sites, dot-org for 
charities and similar types of organization, and dot-net 
for network support centres. 
Dot-arpa is the temporary ARPANET [‘arpa-net’] 
domain, now used for reverse address translation. 
 
 
As the internet expanded to a worldwide network, two-
letter country codes were added and these are known 
as Country Code Top Level Domains, or ccTLDs (C-C-
T-L-Ds) 
 
You can see all of the two-letter country codes, and 
what country they stand for at this website. 
As sub-domains, under these two-letter country codes 
you have similar names to the original US ones. But 
they do vary a bit from country to country. For example, 
a commercial website in the UK is dot-co-dot-U-K rather 
than dot-com-dot-U-K.  
Some smaller countries don’t bother to separate 
different types of organization. 
Recently the ICANN has allowed the creation of new 
domains like dot-biz and dot-info. 

Caption, bring in as list: 
.com 
.edu 
.mil 
.gov 
.org 
.net 
.arpa 
 
ccTLD 
New caption 
www.iana.org/cctld/cctld- 
whois.htm 
 
 
.co.uk 
 
 
.biz 
.info 

11.  Anyone can request a domain name, although different 
rules apply for different domains. 
Users normally have to pay for the domain name 
registration, usually on an annual basis. 
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12.  Here is part of the root information for India.  
Note the Domain Servers listed – these are the root 
servers and backups for the “.in” [‘dot-I-N’ check must 
get right] country top-level domain. 

PowerPoint AA-2.2.7 Page 
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13.  All domains can have sub-domains underneath. And, in 
turn, these can have sub-domains.  
For example, lets say there is a computer named 
“aaa.bbb.abcd.edu” [‘A-A-A-dot-B-B-B-dot-A-B-C-D-dot-
E-D-U’]. The domain “abcd.edu” [‘A-B-C-D-dot-E-D-U’] 
is in the “.edu” [dot-E-D-U] domain and “.edu” [dot-E-D-
U] domains are normally educational in nature, schools, 
colleges, and universities.  
The request would first be sent from your DNS server to 
the “.edu” [dot-E-D-U] root server. This might direct the 
request to a DNS server, “dns1.abcd.edu” [D-N-S-one-
dot-A-B-C-D-dot-E-D-U].  
This in turn might pass the query to “ns4.bbb.abcd.edu” 
[‘N-S-four-dot-B-B-B-dot-A-B-C-D-dot-E-D-U’], the DNS 
server for the bbb.abcd.edu [‘B-B-B-dot-A-B-C-D-dot-E-
D-U’] sub-domain.  
This DNS server would be ‘authoritative’ for this domain, 
and would respond to your local DNS server with the 
address of the computer “aaa.bbb.abcd.edu” [‘A-A-A-
dot-B-B-B-dot-A-B-C-D-dot-E-D-U’]. 

PowerPoint AA-2.2.7 Page 
9 
Animation: Start with all of 
the computers on the 
screen. Again, draw the 
arrows as the 
communication in the 
discussion takes place.  
 

14.  DNS Servers set-ups are usually arranged around a 
single master DNS Server that is the true authoritative 
source for that domain. 
This is supported by Slave DNS Servers, maintaining 
the same data as the Master, in case the master goes 
offline or becomes overloaded. 
Caching DNS Servers are not allowed to respond to any 
requests from outside their local network. Their job is to 
keep a record of DNS requests from local computers in 
order to provide a quicker service without going through 
the whole resolving process again. 
Their information is only kept for a short time, and once 
it’s purged, any further requests for it have to go through 
the cycle again. 
Although, as we’ve said, these aren’t ‘authoritative’ 
answers, caching [‘cashing’] is very useful for speeding 
up things like web browsing sessions.  
Authoritative servers also cache answers and pass 
them back outside their local domains, but in these 
cases the responses are not considered authoritative, 

 

15.  The domain or domains over which a single DNS Server 
has authoritative control are described as a “Zone” or 
“Zone of Authority”. 
A “Zone Transfer” – which we will talk about later as it 
can be used by hackers to steal information – happens 
when the database for a whole Zone is copied from one 
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computer to another. 

16.  There are two main brands of DNS Server software 
commonly found on the Internet. 
The first is BIND [‘bind’ check] or Berkeley Internet 
Naming Daemon [‘day-mon’].  
The University of California at Berkeley was at the 
forefront of much of the early Unix development, and it 
was Unix that was one of the foundations of the Internet.  
This meant that Berkeley was also central in developing 
some of the Internet concepts and software, and BIND 
is their version of DNS.  
It will run on most Unix and Linux types of computers, 
and there is also a version that runs on Microsoft 
Windows servers. BIND is now managed and distributed 
(free) from the Internet Software Consortium. You may 
contact them at www.isc.org [‘W-W-W-dot-I-S-C-dot-
com’]. 
The other common software platform is Microsoft DNS –
 Microsoft’s version of DNS. It wasn’t common until 
Windows 2000 came out. Their earlier DNS servers 
under Windows NT, were similar to BIND but were not 
widely used.  
When Microsoft released Windows 2000, though, it 
integrated DNS tightly with its new Active Directory, and 
so, DNS servers became necessary to run Microsoft 
networks. In fact, usually most Windows 2000 and 
Windows 2003 Domain Controllers also run DNS. 
Microsoft also implemented a new Internet Standard 
called Dynamic DNS, or DDNS. It didn’t develop the 
standard, but became the first wide-scale implementer 
of it. DDNS will dynamically register the name and 
address of any workstation on the network. 
Unix BIND servers can also be dynamic. But most 
companies leave their Unix BIND servers as static – 
tightly controlled DNS servers that name their major 
servers, especially those visible to the Internet.  
As a general rule most companies use Microsoft DNS 
only for the Windows servers and workstations on their 
corporate network.  
However, it is possible for the both to do the same thing, 
and to work side by side. A BIND DNS server can run 
under Windows 2000 and serve a Windows 2000 
Domain, and a Microsoft DNS server can be the master 
server for a local domain. 

 

17.  The next stage in the whole process of moving 
information around networks is to find the MAC [‘mack’] 
address. 
The DNS has translated the name to an IP Address, but 
data actually moves at the Hardware Layer of the OSI 
model – and IP addresses don’t work at that level. So 
how does the message make it to the final destination 
on the hardware layer? How does it know where to go? 
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Well, once the message has moved through various 
computer networks, it finally reaches the subnet that it is 
destined for.  
Usually it is a router that determines this. Routers, you 
will recall, must know the subnets they are connected 
to. So once they realize a message is going to one of 
their subnets, they use Address Resolution Protocol 
(ARP) [rhyme with ‘harp’] to find the destination MAC 
address of the destination computer. 
ARP works like this.  
The router sends out a broadcast on the destination 
subnet, which is a message to all the computers on that 
subnet – basically an ‘All Stations’ call: “Who on this 
subnet has this IP address?”  
The computer with that IP address hears the question, 
and answers with a specific reply –called a “Unicast”, as 
opposed to a “Broadcast” –since it is going back to only 
one system. In this case the Unicast is going back to the 
router, saying: “I have that IP address and my MAC 
address is …”  
The router can then pass the message to the proper 
destination computer. 
Routers, and other network devices, will store MAC / IP 
address combinations in short term memory. This 
enables them to cut down on ARP broadcasts if they are 
sending a lot of traffic to a specific computer. This 
memory is called the “ARP Cache” [‘cash’]. If an 
address is not used for a while, it will be purged from the 
cache. 

 
 
 
Animation of Router 
broadcasting and one 
computer replying through 
a unicast. Data then being 
sent to that computer 

18.  As I said at the beginning of this section, we need to 
have a good basic understanding of DNS. 
Even though it ‘just’ translates names to numbers, it is a 
very complex subject, and we have really just scratched 
the surface. Whole books have been written about it, 
because of its importance in a TCP/IP network. 
It is also critical for security discussions. Latter in this 
course we will discuss some of the vulnerabilities of 
DNS, and some of the types of attacks hackers use 
against it. 
For the moment though, consider this – suppose a 
hacker put up a phoney website that looked just like 
your bank’s site. He could use it to capture your bank 
account information, your username and password, 
while you thought you were logging into your bank. 
Or they could capture your credit card information, while 
posing as a major retailer. 
These plots would fail – unless the hacker found a way 
to trick your local DNS server into thinking the address 
of his web server was actually the address of your bank 
or e-commerce site. And hackers have found ways to do 
just that. 
Understanding DNS is the first step to learning how to 
deal with these attacks, and we will move on to these 
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later. 

19.  Network Address Translation (NAT) [‘nat’ or N-A-T 
check] is used to share a single ‘legal’ Internet address 
with a large numbers of computers on an internal 
network. 
This is also known as IP Masquerading because it hides 
the real IP addresses of internal computers from the 
Internet – the only address that’s seen from outside is 
the single system with the legal IP address. 
Just how many computers can use a NAT address 
depends on the equipment, the software, and the type 
of NAT used.  
A theoretical maximum would be the total number of 
high TCP ports. That’s sixty five thousand five hundred 
and twelve computers or 65535 – 1023 (six five five 
three five minus one zero two three). 
In practice most systems handle a maximum of around 
fifteen thousand supported simultaneous NAT users. 
But this does mean that a company that has only a 
handful of legal TCP/IP addresses for use on the 
Internet, can share them with thousands of computers 
on internal networks. 
This technology is now widely available, and is often 
found built-in to many Small-Office/Home-Office, or ‘So-
Ho’, broadband routers and firewalls. These systems 
only usually have the hardware capacity to support a 
handful of local computers though. 

 
 
 
 
 
 
 
Caption: 
 65,535  
 – 1,023 
 65,512 

20.  To see how NAT works, let’s start by reviewing how 
non-NAT TCP/IP communications work.  
Here we have a PC and a Web Server. The PC has the 
address 148.122.12.3 [one-four-eight-dot-one-two-two-
dot-twelve-dot-three], a ‘legal’ class B Internet address.  
To open a web page with its browser, the PC randomly 
selects a high-level dynamic port for its TCP source 
port. In this case, we are using port 50000 [fifty 
thousand]. 
Since this is web-server traffic, that is HTTP [H-T-T-P], 
the PC expects the destination port on the web-server to 
be port 80 [eighty].  
The PC already knows the IP address of the web-
server, usually via DNS translation. It requests a 
connection to the web-server, in our example, at IP 
address 148.122.12.90 [one-four-eight-dot-one-two-two-
dot-twelve-dot-ninety] – which here is not out on the 
Internet, but on the same network as the PC. 
The web-server replies to the PC, and sends its traffic 
back to the PC on TCP Port 50000 [fifty thousand], as 
the PC requested. 

PowerPoint AA-2.2.7 Page 
20. 
Animation: Start with the 
two computers, and with 
their IP addresses. Add the 
arrows and the ports as the 
description proceeds. 
 

21.  In our NAT example, we start with the PC again, but this 
time the PC is using a Private, Class C address – 
192.168.0.27 [one-nine-two-dot-one-six-eight-dot-zero-

PowerPoint AA-2.2.7 Page 
21. 
Animation: Start with the 
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dot-twenty-seven].  
It is not a requirement to use Private addresses when 
using NAT, but this is usually the practice.  
The PC again chooses port 50000 [fifty thousand] out of 
the range of dynamic ports, to use as its source port.  
The Internet web server the PC is trying to reach has a 
legal IP address of 207.122.13.4 [two-oh-seven-dot-
one-two-two-dot-thirteen-dot-four]. But in order to get 
there the PC must use a router. Sending 
communications through a router to reach Internet 
systems is normal. But usually when that happens, the 
source IP address and source TCP port of the PC 
remains the same in all of the TCP/IP message packets. 
With a NAT gateway, that is not the case.  
The NAT Gateway Router has two TCP/IP addresses. 
One is for its internal network, address 192.168.0.1 
[one-nine-two-dot-one-six-eight-dot-zero-dot-one]. The 
other is a legal IP address on the Internet, 
148.122.12.17 [one-four-eight-dot-one-two-two-dot-
twelve-dot-seventeen]. 
The NAT Gateway Router changes the TCP/IP 
message packet. It substitutes it’s own source address, 
148.122.12.17 [one-four-eight-dot-one-two-two-dot-
twelve-dot-seventeen], for the source address and it 
changes the source TCP port to a randomly selected 
high port – in our example, 60000 [sixty thousand].  
It also records the original IP addresses and TCP Port 
numbers of the Web Server and its internal PC, in 
memory along with the new port. 
The message – with the new source IP and source TCP 
Port – is sent onto the Internet Web Server. The 
destination address – 207.122.13.4 [two-oh-seven-dot-
one-two-two-dot-thirteen-dot-four] –and the destination 
port, eighty, remain the same. 
 

two computers and the 
gateway, and with their IP 
addresses. Add the arrows 
and the ports as the 
description proceeds. 
 

22.  When the Internet Web Server replies, it thinks it’s 
talking to 148.122.12.17 [one-four-eight-dot-one-two-
two-dot-twelve-dot-seventeen] on TCP Port 60000 [sixty 
thousand]. The NAT Gateway has ‘masqueraded’ itself 
as the one doing the web browsing. 
When the message returns, the NAT gateway checks its 
memory table. It notes that traffic from 207.122.13.4 
[two-oh-seven-dot-one-two-two-dot-thirteen-dot-four] – 
the web-server – going to port 60000 is actually 
destined for one of its internal PCs.  
The NAT gateway changes the message packet again. 
It swaps the destination address from 148.122.12.17 
[one-four-eight-dot-one-two-two-dot-twelve-dot-
seventeen] to 192.168.0.27 [one-nine-two-dot-one-six-
eight-dot-zero-dot-twenty-seven], and it changes the 
destination TCP port back to 50000. It then routes the 
message on its internal network to the internal PC.  

PowerPoint AA-2.2.7 Page 
22. 
Animation: Start with the 
two computers and the 
gateway, and with their IP 
addresses. Add the arrows 
and the ports as the 
description proceeds. 
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23.  Many different types of NAT have been developed, and 
the technique I’ve just described – one of the 
commonest – is known by several different names, 
depending on who you’re talking to: “Many-to-one”, 
Masquerading, or Port Address Translation (PAT). 
 
 
 
Another technique simply allows a single computer to 
use the real address. 
Still another has a pool of legal TCP/IP addresses that 
are ‘leased’ out to internal computers for a short period 
of time. 
The type of NAT known as “Static”, allows the 
permanent mapping of some internal IP addresses to 
some legal IP addresses. This is used when you have 
publicly available server, such as web-server, but you 
want to hide its real IP address. 
Port Forwarding is similar to Static NAT, but where a 
specific internal computer is designated to receive any 
connections that arrive at the NAT gateway and ask for 
a specific port.  
Again, this can be used to easily support Web-Servers, 
E-mail servers and other types of servers with well-
known ports. 
Some networking devices support multiple types of 
NAT, so you need to be aware of this and choose the 
type you want to use based on your situation and your 
requirements. 

 
Caption brought up as list: 
Many-to-one 
Masquerading 
Port Address Translation 
(PAT). 
New Caption (as list): 
One-to-one 
 
Pool 
 
Static 
 
 
Port Forwarding 

24.  NAT is not a cure-all. It has several advantages but it 
also has some problems too. 
Firstly the advantages: internal network addresses are 
hidden from computers on the Internet. This makes it 
harder for hackers to attack internal systems – in fact, it 
makes it harder for them to know even what systems 
exist internally 
Another huge advantage is the savings in legal IP 
addresses. A single legal address or a small number of 
legal addresses can be shared with a large number of 
internal systems, saving money, and also conserving 
the limited supply of legal Internet address. 

 

25.  On the other side of the coin, some of the types of NAT 
cannot be combined with some encryption techniques.  
Although “masquerading” is fairly common in 
equipment, especially inexpensive SOHO [‘so-ho’] 
equipment, it cannot usually be used with corporate 
VPNs [V-P-ens] if they use a type of encryption called 
IPSec [I-P-sec]. 
A second disadvantage is misconception. Some 
customers believe that NAT is a cure-all – and that if 
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NAT is not a Firewall 
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their internal network has NAT – their systems are safe.  
NAT helps. But just because a device is a NAT gateway 
does not mean it is a firewall.  
Firewalls by definition filter certain types of traffic trying 
to enter the internal network. By itself, a NAT gateway 
does not do this. Of course, depending on the 
equipment, the gateway may also have a firewall built 
in. 
So NAT itself is no guarantee of safety. Imagine this 
scenario: one of your employees downloads a 
‘harmless’ screensaver from an Internet site. Unknown 
to the employee, the screensaver is actually a Trojan 
horse program.  
Now that the Trojan horse is inside, it can easily scan 
the internal network and easily establish communication 
with the external hacker, as long as the Trojan requests 
the communication from the inside. Its communications 
will be translated by the NAT gateway on the way out, 
along with all the other traffic. 
We will talk more about VPNs and encryption later in 
this lesson and later in the course, we will talk a lot more 
about the methods hackers try to use to get round 
network defences like NAT. And, of course, what you 
can do to counteract these attacks. 

26.  The next set of services covers Remote Access. 
These allow a remote computer to access all or some of 
the services on a server – or even to take control of it. 
Several different kinds of remote access exist – all with 
different capabilities and vulnerabilities.  
Many of these are actually designed for System 
Administrators as Remote Administration Services, to 
make their job far easier, especially with a 
geographically spread network. 
They are also one of the major things hackers look for, 
since a Remote Access server can give them partial, or 
total, control of a remote computer. 

 

27.  Windows 2000 brought with it great improvements in the 
networking services offered by Windows Servers.  
One of these was the major set of features controlled by 
the Routing and Remote Access Server or RRAS [R-R-
A-S] server. 
The Routing part allows the Windows 2000 [two-
thousand] server to operate as an IP router. This is 
possible in most operating systems. In fact, this is 
where the first routers came from – computers using 
software to operate as routers. This is now considered 
bad practice. Apart from being more cost-effective, 
modern hardware-based routers are usually more 
efficient and potentially more secure. 
The RAS [R-A-S] part of RRAS allows a single Windows 
2000 server to serve as a communications gateway to 

Possible live action Visual 
or animation: Computer 
dialling into server in home 
environment. 
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the local network.  
Access is possible usually via two methods: dial-up or 
VPN.  
For dial up, the Windows 2000 server has to be 
connected to one or more modems.  
For VPN, the Windows Server has to be configured for 
one of the supported VPN servers and has to be 
accessible via the Internet. 
A potentially more dangerous practice now with RRAS, 
is that it can allow a desktop to have a modem 
connected to it.  
With the desire of many employees to have easier 
access to work systems from home, it is a simple matter 
to configure RRAS and hook up a modem to it, provided 
they have local Administrator control over their desktop. 
This then gives them easy dial-up access to their work 
computer from home, with all the file and network 
access they have at work.  
Unfortunately, they usually don’t have I.T. permission, 
and no effective security safeguards – and in doing so, 
open a huge back door into the corporate network. Just 
exactly what a hacker is looking for. 

28.  The Windows Terminal Server or WTS [W-T-S] allows 
remote computers to open a virtual graphical desktop on 
the Windows Server. 
To the remote user, it makes it seem as though they are 
sitting in front of the Windows console.  
This is done using a special protocol, Remote Desktop 
Protocol or RDP [R-D-P], which operates on TCP Port 
3389 [thirty-three-eighty-nine].  
The WTS [W-T-S] basically sends a copy of the desktop 
at the start and, after that, only changes are sent, rather 
than a whole new desktop. This makes it very efficient 
over slow network connections, though graphics-heavy 
applications can still be slow.  
It can be configured either as a single administrative 
session or as a full WTS, which allows multiple users to 
connect to multiple virtual desktops, each with their own 
settings. This option requires additional licensing from 
Microsoft, and there are a variety of client software 
packages, with differing levels of functionality, available 
from them.  
Once the communications channel is established, it can 
be encrypted at one of three different levels.  
Anyone connected via WTS has full access to the local 
network via the WTS server.  
This is extremely powerful, and it is a frequent target of 
hackers, since it's normally available by default on 
Windows Servers.  
To make matters worse, there is a default web page 
interface on Windows Terminal Servers that helps 

Screen shots. 
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establish the IP address and screen resolution of the 
client.  
The default name of the web page is 
TSWEB/default.htm and if this page is not renamed, it 
can be easily located by hackers, just using a standard 
Internet search engine like Google.  

29.  Windows Terminal Server is based on a piece of 
software called Citrix, which Microsoft licensed. 
Citrix ‘MetaFrame’ is still available and it can be used on 
a Windows 2000 server instead of WTS. 
There is also a Citrix client that uses the ICA [I-C-A] 
protocol. This can connect to either WTS servers or to 
Citrix MetaFrame servers, and it has more features than 
the standard Windows Remote Desktop Client. 
Many of the same vulnerabilities and dangers that go 
with WTS are present in Citrix. 

 

30.  X-Windows is a graphical desktop for UNIX servers.  
Unlike WTS it is not designed to be a remote desktop. It 
works almost the other way around. The ‘X-Server’ runs 
your workstation or UNIX system.  
X-Windows Applications from a remote UNIX server are 
then permitted to display on your X-Windows desktop. 
The X-Windows system was created in 1984 at the 
Massachusetts Institute of Technology known as MIT 
[M-I-T], supported by the computer manufacturers DEC 
[‘deck’] and IBM [I-B-M]. So, it pre-dates WTS and Citrix 
by many years.  
MIT Released X, version nine, free to the public in 1985. 
In 1988 the X Consortium was formed, led by MIT.  
Ten years later the consortium became part of the Open 
Group, which then released version eleven, release six-
point-four. 
X-Windows is now managed by X.org (www.x.org), a 
subdivision of the Open Group 
It uses TCP ports 6000 [six thousand] to 6063 [sixty, 
sixty-three].  
One of the problems with X-Windows is that its traffic 
across the network is not encrypted, meaning that any 
‘sniffer’ can capture keystrokes, including usernames 
and passwords.  
And, if the X-Windows Server is poorly configured, it is 
possible for a remote user to gain a root-level shell on 
his remote machine with no authentication and no 
logging in. 
X-Windows Servers are available from third party 
vendors for Windows systems, but are not available by 
default. It is usually found in Unix and Linux network 
architectures. 

 
 
 
 
 
 
 
 
 
Caption 
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31.  Remote Control programs are special applications  
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designed to provide you with a remote desktop.  
Most of them were originally written for Windows’ 
systems and most of them pre-date the WTS and Citrix 
systems. 
However, unlike WTS, these may be used on older 
versions of Windows such as Windows 95 [ninety-five]. 
As well as network access, these can also be hooked 
up to a modem and accessed via a phone line. 
Both types of access are extremely dangerous, if an 
employee sets this up himself.  
For example, it is possible for the employee to leave 
their corporate desktop logged in and running, and with 
pcANYWHERE [P-C-anywhere] and a modem, they 
could connect from home and not even need to enter a 
user-name or password.  
And then so could anyone else – with all their corporate 
network rights and privileges. 
Virtual Network Computing, or VNC [V-N-C], is a simple 
remote desktop that was developed from X-Windows, 
the UK [U-K] division of AT&T [A-T-and-T]. 
It is designed to be an extremely ‘thin’ software client. It 
gives you an X-Windows’ capability that can run on 
many different systems – yet can be run on a very basic 
computer, requiring very little in the way of processor, 
RAM, disk, or network resources.  

32.  When, in older days, the Internet was a kinder, gentler 
place, Unix developers in particular did everything they 
could to make their systems easy to use from remote 
locations. This was a philosophy followed later by 
Microsoft. 
Unix had much greater capabilities for remote users 
than initial Microsoft systems, and one of these utilities 
was a set of services called the ‘r-services’ 
‘r-services’ allow control of one computer by another, 
based simply on the name or IP address of the other – 
known as ‘trusted’ systems – without requiring any user 
names or passwords. 
They are still available on modern Unix and Linux 
systems, and they are wide open to the ability to fake an 
IP address, called ‘spoofing’, or a host name. 
One of the most famous Internet attacks was performed 
by Kevin Mitnick against Tsutomu Shimomura in 
January 1995. This attack will be presented as a case 
study in a latter lesson – it used the ‘r-services’.  
These are what they do: 
rcp [R-C-P check] – This is a remote file copy utility 
rsh  [R-S-H check] – This allows the remote computer to 
issue commands, also known as a remote shell. 
rlogin  [‘R-log-in’ check] – allowing the remote user to 
login to the server without a password 
rsync  [‘R-sink’ check] – an extension of rcp, this 

 
 
 
 
 
 
 
 
 
 
 
 
 
Caption (as building list): 
rcp 
rsh 
 
rlogin 
 
rsync 



 
 

14 

synchronises a file on the remote system with one on 
the server. This means it is perfect for stealing 
usernames, passwords, or other sensitive data!  

33.  A Virtual Private Network or VPN [V-P-N] is created 
when two computers establish an encrypted 
communications “tunnel” between themselves – through 
a public network like the Internet. 
Imagine the following: you want to send a message to a 
friend through the mail. But you plan to use a postcard 
to send the message. Since a postcard has the 
message written on the back, anyone in the Post Office 
can easily read the message.  
But not if you write the message in code, which only you 
and your friend can read.  
Now, although you’ve used a public means of 
communication, your message remains as secure as if 
you had handed it to your friend in the same room. 
VPNs [V-P-ens] are like that. All message traffic is 
encrypted. You can establish a VPN connection to your 
company’s network from a home PC or a travelling 
laptop, and it acts just as if it is on the company’s 
computer network at work. In fact all of the 
communication is going across the public Internet, but 
because it’s in code no one on the Internet can read it. 
This is a much cheaper solution for companies who 
wish to connect remote offices together, than a wide-
area network using technology, such as Frame-Relay. 
Instead of building a private WAN of their own, they just 
use the existing Internet infrastructure.  
And now an employee can have his office right in their 
home or hotel room. 

 

34.  A VPN needs a device or a program at each end to 
code and decode the communications.  
These can be: Servers – usually a software only 
solution – Firewalls, Routers, or PCs with VPN client 
software.  

PowerPoint AA-2.2.7 Page 
38. 
Animation: This graphic 
illustrates the VPN concept. 
“Play-it” with the 
PowerPoint viewer. Press 
the space-bar to begin the 
animation. Note that a 
standard TCP/IP 
communication is illustrated 
with “1”s and “0”s. This is 
shown to be encrypted 
(changed to garbage-
looking text) as it enters the 
VPN tunnel. Upon reaching 
the VPN Server it is 
decrypted back into its 
original “1”s and “0”s. 
 

35.  Many VPNs use an extremely complex protocol called 
IPSec [eye-P-seck]. 

 



 
 

15 

Actually it is not a single protocol, but a set that works 
together, using ISAKMP [I-S-A-K-M-P check] and a 
subset of the Oakley Authenticated Key Exchange 
method. 
As with any encrypting and decrypting, you first need a 
Key – one that is shared by both the sender and 
receiver. 
For IPSec this can be a “shared secret” – a password 
that is already configured on both ends of the channel – 
or something like Public-Key-Interchange, PKI [P-K-I], 
which uses a separate server with special certificates for 
authentication. 
The first stage is where two systems exchange Key 
data. This is done by with the UDP [U-D-P] protocol at 
port 500 [five hundred].  
This Key exchange then uses mathematics called the 
Diffie-Hellman key exchange that allows both systems 
to create a new encryption key starting with their 
shared-secret or PKI key.  
The shared-secret or PKI is never sent over the Internet, 
but by using the amazing Diffie-Hellman equations, both 
of them come out with the same new mathematical key. 
This is then used to encrypt the command channel. 
Once a command channel has been established, the 
two systems have a discussion about the Security 
Policy to use. These Policies have been configured 
beforehand by the Network Administrators. 
This establishes which protocol go use – ESP [E-S-P] or 
AH [A-H] – and what encryption algorithm – DES [D-E-S 
check], 3DES [‘triple D-E-S’ check], etc. 
Once this second phase of the key-exchange process is 
completed, the actual encrypted communications tunnel 
is established using the Security Policy agreed upon by 
the two systems. 

36.  Here we show two example IPSec Security Policies. A 
VPN system can have several.  
This enables multiple clients at different security levels 
to connect and set different levels of security.  
Notice that the “For Your Eyes Only” policy has fewer 
options, and requires the more secure triple-DES 
[check] encryption algorithm.  
It also has much lower ‘time-outs’. These are the 
‘minute’ values and they control how often IPSec 
changes its keys and resets its communications.  
Obviously it makes it a lot harder for a hacker to break 
into the traffic as, not only is it encrypted, but it is also 
constantly changing its keys. 
But, of course, all the key exchange communications is 
a network overhead, slowing down actual 
communications. So there always needs to be a 
balance. 

PowerPoint 2.2.7 Page 40 
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37.  When a VPN connection is actually established, the two 
gateways set up a database in memory called “The 
Security Association Database” or SAD [S-A-D or ‘sad’ 
check]. 
All of the security entries negotiated during the key 
exchange – the kind of encryption, and how long each 
timeout is – are included in the database under an 
index. 
This index is an identifier called the Security Parameter 
Index or SPI [S-P-I]. The SPI – together with the 
Destination IP Address, and the Security Protocol type 
(AH or ESP) – are collectively referred to as a Security 
Association.  
So, if the VPN gateway is talking to numerous VPN 
clients, it starts with the Destination IP Address. It uses 
that to look up the rest of the Security Association – 
what type of protocol to use and what the SPI is. The 
SPI then looks up encryption types and time-outs in the 
SAD. 

 

38.  There are two IPSec protocols that can be used to 
actually establish the tunnel.  
It is important to know their IP Protocol Numbers – 
these are not to be confused with TCP Port numbers. 
You will remember that TCP is IP Protocol 6 and UDP is 
17 [seventeen]. 
Well, Encapsulating Security Protocol, or ESP, is IP 
Protocol 50 [fifty], and Authentication Header, or AH, is 
IP Protocol 51 [fifty-one]. 
You need to know these numbers because, if you are 
configuring a firewall or a router with access lists and 
you are blocking certain protocols, you will need to 
remember to keep 50 and/or 51 open if you are using 
IPSec.  
You will also have to keep UDP port 500 [five hundred] 
open, since that is used in the Key exchange. 
Of the two protocols, Authentication Header or AH is 
weaker. It does not actually encrypt the data, but it does 
authenticate its origin. So it is able to confirm that the 
sender is who they say they are, which can be critical 
for data security.  
It also prevents something called a “replay attack”: 
where another system records some TCP/IP 
communication and then repeats part of it to try and fool 
the system into thinking it is someone they should 
communicate with.  
But AH can’t be used with the Many-to-One NAT 
system, because the TCP port is part of what is 
authenticated, and this gets changed by NAT. 
Encapsulating Security Protocol – ESP – is a better 
protocol, especially since it encrypts the actual payload. 
Then why not just use ESP? Sometimes authentication 
is more important, but also ESP requires in its 
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specification the use of a type of encryption called Data 
Encryption Standard or DES [D-E-S check].  
This was developed by the US government in 1975, and 
is the most used encryption in the world. 
Although, with its short key length, fifty six bits, it is no 
longer considered completely secure, and this is why 
many systems – including some parts of IPSec – use 
something called triple-DES, which is still considered 
secure.  
Despite its age, DES is still not legal in all countries. 

39.  There are two ways of sending data in IPSec.  
These are the Transport Mode and the Tunnel Mode. 
Both of these modes can be used with both AH and 
ESP.  
If you look at the original IP packet in the top part of the 
drawing, the message is being sent from 39.221.153.15 
[thirty-nine-dot-two-two-one-dot-one-five-three-dot-
fifteen] to 147.22.10.9 [one-four-seven-dot-twenty-two-
dot-ten-dot-nine]. The green part is the IP Header, and 
both the source and destination addresses are clearly 
visible. 
In the middle part of the drawing you see what AH 
Transport mode is like. AH puts a new section of header 
data in between the original IP Header and the Data. It 
Authenticates everything in the message by running a 
checksum on (almost) everything. If AH says this is the 
original message from the original sender you can 
believe it.  
The one thing that AH will not apply a checksum to is 
what is called a “mutable” field – a field that changes. 
Remember the TTL [T-T-L] field? This number changes 
every time the packet goes through a router. So if the 
authentication included this field, the arriving packet 
would never match. AH is smart enough to exclude this 
sort of field from its authentication. 
The bottom part of the drawing, shows is the ESP 
version of transport mode. Notice that it also puts a 
header between the original header and the data, but it 
also adds two trailers. 
The data and the first trailer are now encrypted, 
although not nearly as much of the packet is 
authenticated. 
In transport mode, both AH and ESP allow anyone on 
the internet to see what the source and destination 
addresses are. These are in the clear. Sometimes this 
may not be a good idea. 

IPSec Transport Mode 
PowerPoint AA-2.2.7 Page 
43 
 
Animation. Recommend 
you add each part of the 
drawing as it is discussed, 
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40.  Now we can take a look at other mode: The Tunnel 
Mode. 
Note that the original IP packet in the top part of the 
drawing is being sent from 39.221.153.15 [thirty-nine-
dot-two-two-one-one-five-three-dot-fifteen] to 
147.22.10.9 [one-four-seven-dot-twenty-two-dot-ten-
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nine].  
The green part is the IP Header, and the source 
address and destination address are clearly visible. But 
now they pass through two VPN gateways. 
In the middle part of the drawing you see what AH 
Tunnel Mode is like. AH still puts a new section of 
header data, but now it comes before the original IP 
Header. There is also a brand new IP header right at the 
front as well.  
And it still authenticates everything in the message. 
The bottom part of the drawing is the ESP version of 
Tunnel Mode. Like AH it puts a header between the 
original IP header and a new IP header and it still adds 
two trailers.  
But now the entire original message, including the ‘real’ 
IP source and destination addresses, is encrypted. 

you add each part of the 
drawing as it is discussed, 
highlighting those areas 
that are encrypted and / or 
authenticated. 
 

41.  We have spent some time on IPSec, so that you can 
appreciate the basic idea. 
It is actually more complex than we have shown here, 
but it is important to understand the concept of what is 
happening. More and more companies are using VPNs 
to communicate between branch offices, suppliers, 
customers, and remote-working employees.  
And the vast majority of VPNs are built on IPSec. 
You should now know enough to be able to do some 
basic analysis on some raw IP data being used with 
IPSec.  
You also now know that you must leave certain ports 
and protocols open on your firewalls in order to use it, 
and why certain types of IPSec cannot co-exist with 
NAT.  

 

42.  Another secure protocol that VPNs can be built with, is 
SSH [S-S-H] or the “Secure Shell”.  
It is found mainly on Unix and Linux system and is a 
means of providing encrypted TCP communications.  
Functionally, SSH is a replacement for Telnet and FTP. 
It is also possible to use SSH with other network 
applications, such as X-Windows.  
There are many places to obtain SSH – a commercial 
version is available at www.ssh.com and free versions 
for most systems may be downloaded from 
www.openssh.org [W-W-W-dot-open-S-S-H-dot-org].  
SSH now comes pre-installed on Red Hat Linux 7.2 and 
higher, and versions are available for Solaris – it is now 
included in Solaris 9 [nine] – and versions are available 
for all other UNIX systems, including readily available 
free ones.  
There are several free clients for SSH on Windows 
environments. For a Windows SSH Server, visit 
www.cygwin.com [W-W-W-dot-sig-win-dot-com check] 
This is a Unix environment for Windows developed by 
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RedHat. With it installed, it is possible to download the 
SSH server from www.openssh.org. 
An excellent on-line article explaining SSH and the 
weakness in SSH version one –  
entitled “SSH: Stealing the Pipes” may be found at  
www.linuxsecurity.com/ 
articles/cryptography_article-3226.html 
[W-W-W-dot-linux-security-dot-com- 
slash-articles-slash-cryptography-underscore- 
article-hyphen-three-two-two-six-dot-H-T-M-L] 

 
“SSH: Stealing the Pipes”  
www.linuxsecurity.com/ 
articles/cryptography 
_article-3226.html 
(in single line) 
 
 

43.  There is another security protocol available, known as 
the Secure Sockets Layer or SSL [‘S-S-L]. 
It was originally developed by Netscape for e-commerce 
and is now built-in to most browsers. You may have 
noticed that “http:” changes to “https:’ when you log on 
to a secure web-site – that indicates you are using SSL. 
It has multiple forms of encryption, authentication, and 
integrity checking, and you can even control how your 
browser uses SSL. 
If you are using Microsoft Internet Explorer you can 
check your SSL settings on the Advanced Tab of 
Internet Options. Clicking on Help/About Internet 
Explorer, will show how strong the encryption of your 
SSL can be.  
There are similar settings on all other common browsers 
such as Netscape, Mozilla, and Opera. 
The Internet Engineering Task Force – the group that 
does most of the engineering work to develop and 
maintain Internet protocols – is now working on 
something called Transport Layer Security, which will be 
based on SSL. 
There is also a VPN package called “Stunnel” that uses 
SSL as a method of encrypting TCP communications. 
You can find out more about Stunnel at www.stunnel.org 
[W-W-W-dot-stunnel-dot-org]. 
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44.  Despite the widespread and growing use of VPNs, there 
are some problems.  
They are slower than LANs [‘lans’] and even dedicated 
WANs [W-A-ens check]. Some types of high-speed 
internet providers – such as satellite – can cause IPSec-
based VPNs to slow to a crawl.  
People don’t consider the nature of the internet – this is 
a public network that spans multiple corporations, 
standards bodies, and even nations – how will a major 
failure affect business? Although it might be argued that 
it’s diverse nature helps to build in system redundancy. 
Yet another problem with VPNs is that they extend the 
corporate network directly into homes, hotels, and 
branch offices.  
If a remote system gets compromised, even when it’s 
not connected to the corporate VPN, it remains 
compromised when it is connected. And this can 
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threaten your entire corporate network. 
Home users are often not covered by corporate security 
policies. Or if they are covered, are ignorant of them or 
choose to ignore them.  
Home users usually have inadequate defences, and 
some of the largest security breaches for major 
companies in recent years have been traced back to 
employees working on a compromised home or laptop 
system, and accessing the corporate network through 
VPN.  

45.  Now we turn to NetBIOS [net-by-oss]. 
NetBIOS is the original simple protocol for LAN [‘lan’] 
systems.  
First developed by IBM – then whole-heartedly adopted 
by Microsoft as NetBEUI [check] – it is simple, fast, 
connectionless, LAN-based and non-routable. It uses 
TCP and UDP ports 137 [one-thirty seven] to 139 [one-
thirty nine]. 
Unfortunately from a security point of view, NetBIOS 
and NetBEUI were designed with ease of use in mind.  
Connecting to a system via the “Null Session”, browsing 
the “Network neighbourhood” and using the “Net Use” 
command – they make connecting easy and, in doing 
so, offer information freely.  
Hackers just love them. 
Many hacker tools are specifically designed to extract 
information from NetBIOS systems – finding shares, 
user Ids [eye-dees] and then starting to break in. 

 

46.  Many Windows 2000 users just assume they are now 
on a TCP/IP-only system, and don’t need to worry about 
NetBIOS and NetBEUI. 
But NetBIOS is still the foundation of Microsoft 
networking and any Windows NT and Windows 2000 
system set up with defaults, still leans heavily on 
NetBIOS.  
A Windows’ system that is using TCP/IP as opposed to 
NetBEUI or IPX/SPX, defaults to using NBT [N-B-T] – 
and this is just NetBIOS over TCP/IP. 
We will cover some of the vulnerabilities this causes and 
look at how to close them later in this course, when we 
discuss Windows’ System Vulnerabilities. 

 

47.  The other part of the NetBIOS problem with Windows’ 
Systems, is the Common Internet File System or Server 
Message Block protocol. 
CIFS [C-I-F-S check] / SMB [S-M-B check] make 
mapping drives, and “remote shares” on NT systems, 
possible.  
Once again, this was designed for ease of use, and 
definitely not security – although the latest versions of 
SMB are somewhat more secure. 
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It is extremely easy to guess SMB passwords, and there 
are several hacker tools that are custom designed to do 
this. 

48.  An additional problem with SMB is that it is backwards 
compatible with older, less secure Windows’ operating 
systems like Windows 95 and Windows For 
Workgroups.  
It will quite happily ‘downgrade’ its security in order to 
communicate with an older system and, so that’s an 
easy trick for hackers to play. 
There is an excellent technical white paper on this 
subject at: www.insecure.org/stf/cifs.txt [W-W-W-dot-
insecure-dot-org-slash-S-T-F-slash-C-I-F-S-dot-T-X-T] 
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49.  One protocol you will need to become very familiar with 
for sending and receiving files to and from Unix 
systems, is File Transfer Protocol, or FTP [F-T-P]. 
Almost all UNIX systems have an FTP client readily 
available. An FTP server, however, will be operating 
only if it has been set up. 
Most UNIX systems expect you to log on via FTP with a 
standard user-ID and password. If you do not give one, 
the system expects your user-ID and password to be 
the same on both systems. Some servers support 
ANONYMOUS access. 
Once logged in, the FTP program allows you to change 
your local directory with the ‘lcd’ [L-C-D] command and 
your remote directory with ‘cd’ [C-D]. By default, you 
start in your $HOME [dollar-home] directory on both 
systems. You may ‘cd’ or ‘lcd’ only to directories you are 
authorised. 
Most FTP programs have the ability to transfer groups 
of files and allow the use of ‘wildcards’ with commands 
like ‘mput’ [M-put] and ‘mget’ [M-get]. 

 

50.  Active FTP is the original form of FTP.  
It starts with a client PC trying to connect to an FTP-
Server. The client PC expects the FTP-Server to be 
listening on port 21 – the ‘command channel’. 
Once this channel is open, the FTP-Server will request 
a second channel for data exchange with the FTP-
Client.  
Firstly, this is a problem because a server, which may 
be external to an internal network, is asking to open 
communications with a local PC – which is the sort of 
behaviour we try and block with a firewall.  
If this wasn’t bad enough, we don’t know what port it will 
want to use.  
The source port at the FTP-server will be port 20 – the 
data channel – but the destination port it asks for on the 
FTP-client could be any high port. Again, as a general 
rule firewalls are designed to block incoming connection 
requests on high ports. 

Possible animation of 
Active FTP process. 
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Some vendors have added special “reflexive” code to 
allow Active-FTP to work with their firewall, while still 
blocking high ports and external connection requests 
normally.  

51.  A newer version of FTP has been developed, called 
Passive FTP.  
It still starts with the PC-client trying to open a 
Command Channel on port 21 on the FTP-Server.  
But now the FTP-Server responds and tells the Client it 
is going to passive mode. In the response it provides a 
code that confirms the FTP-Server’s address – and tells 
the client how to calculate the port number to use.  
This has two major advantages over Active FTP.  
First, you no longer have to open any high-ports on the 
firewall for incoming traffic. Only open the low ports you 
need (like 80 and 25) for your public web-servers, e-
mail-servers, etc.  
Second, all of the connection-opening requests with 
Client PCs and workstations are now initiated on the 
internal network side. This makes it much easier just to 
tell the firewall to normally ignore incoming connection 
requests from anybody – unless the request is going to 
a public server like a web-server or e-mail server and is 
on the proper port. 

Possible animation of 
Passive FTP process. 

52.  The original ‘virtual terminal’ program was called Telnet 
[‘tell-net’], and it is still used heavily on many Unix 
systems. It can be set up on most Microsoft Windows 
servers as well. 
Telnet is another one of those old Unix programs that 
are very insecure. It sends the user name and password 
in clear text over the Internet, for anyone to see.  
And all of your subsequent communications are in clear 
text too – so anyone with a sniffer can see everything. 
By default most UNIX systems will not allow you to 
communicate remotely by Telnet, and then log in 
directly as ‘root’. Instead you must login with some other 
user-ID, and then use the ‘su’ [S-U] command to gain 
‘root’ powers. But that is about all the security Telnet 
has. 
Newer versions of Unix and Linux do not have Telnet 
open by default. They use SSH instead.  

 

53.  This concludes our discussion on Network Services.  
As you have seen, there are many different services for 
many purposes.  
Some support the network – like DNS – some give 
users remote control, some allow encrypted 
communications, others don’t.  
All of them have their strengths and weaknesses.  
You will need to be familiar with all of them as we study 

 



 
 

23 

hacker attacks and how to defend against them. 
Thank you. 

 


